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Multinomial Logistic Bandits

Users are offered several (≥ 2) options rather than a single option.
Several applications, including:

I E-Commerce
I Over-the-Top platforms
I News Platforms
I Recommendation Systems

It is unclear if algorithms designed for GLM settings would work for
the Multinomial Logistic setting.
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Formalism of Notations

K + 1 possible outcomes where the probability distribution for the
outcomes is given by:

P {yt = i | xt ,Ft} =
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Hidden Optimal Parameter: θ? =
(
θ?

1
>, . . . ,θ?

K
>
)>
∈ RdK such that

‖θ?‖ ≤ S.
Known Reward Vector: ρ such that ‖ρ‖ ≤ R and ρ0 = 0.
Link Function z(x,θ) = (z1(x,θ), . . . , zK (x,θ)).
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Formalism of Notations

Gradient of Link Function A(x,θ) = diag(z(x,θ))− z(x,θ)z(x,θ)>.
Non-linearity parameter κ that grows exponentially with the size of
parameter sets:

κ = sup

{
1

λmin(A(x,θ)) : x ∈ X1 ∪ . . . ∪ XT ,θ ∈ Θ

}
Hessian Matrix: Hβ = λI +

∑
t∈Tβ

A(xt ,θ
?)⊗ xtx>

t
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Motivation: Limited Adaptivity

Practical and computational limitations
Requirement for parallelism and limited policy updates.
[Gao et al., 2019] showed that Ω(log logT ) policy updates are
sufficient to obtain an optimal regret bound of O(

√
T ).
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Comparision to Prior Works

Type Work Update Type Number of Updates Regret
Linear [Ruan et al., 2021] Batched Ω(log logT ) Õ(d

√
T )

Logistic
&

GLMs

[Filippi et al., 2010] × T Õ(κd
√

T )

[Faury et al., 2020] × T Õ(d
√

T )

[Faury et al., 2022] × T Õ(d
√

T )

[Sawarni et al., 2024] Batched O(log logT ) Õ(d
√

T )

[Sawarni et al., 2024] Rarely-Switching Õ(log2 T ) Õ(d
√

T )

Multinomial
Logistic
(MNL)

[Amani and Thrampoulidis, 2021] × T Õ(Kd
√
κT )

[Zhang and Sugiyama, 2023] × T Õ(Kd
√

T )

Ours Batched O(log logT) Õ(K5/2d
√

T)

Ours Rarely-Switching Õ(logT) Õ(K3/2d
√

T)
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Batched Multinomial Contextual Bandit Algorithm:
B-MNL-CB
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The Issue
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Background - Optimal Designs

G-Optimal Design πG :

max
x∈X
‖x‖2V (πG)−1 ≤ d , where V (π) = Ex∼π[xx>].

[Ruan et al., 2021] introduced distributional optimal designs

P
(

E
X∼D

[
max
x∈X
‖x‖V−1

]
≤ O(

√
d log d)

)
≥ 1− δ(d)
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Simulating a matrix distributional optimal design

Crux of the problem :

E
X∼Dβ+1

[
max
x∈X

∣∣∣∣∣∣X̃>
β H−1/2

β

∣∣∣∣∣∣
2

]
where X̃β =

A(x, θ̂β)
1
2√

Bβ(x)
⊗ x

X̃βX̃>
β =

K∑
i=1

x̃(i)
β x̃(i) >

β

x̃(i)
β =

A(x, θ̂β)
1
2√

Bβ(x)
e i ⊗ x
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The Algorithm

Algorithm Batched Multinomial Contextual Bandit Algorithm: B-MNL-CB

1: Input and initialize the parameters
2: for batches β ∈ [M] do
3: for each round t ∈ Tβ do
4: for j = 1 to β − 1 do
5: Update arm set Xt ← ULj(Xt)
6: end for
7: Sample xt ∼ πβ−1(Xt) and obtain the corresponding reward.
8: end for
9: Divide Tβ into two sets C and D of equal sizes.

10: Compute θ̂β ← argmin
∑
s∈C

`(θ, xs , ys), Hβ = λI+
∑
t∈C

A(xt ,θ̂β)⊗xtx>
t

Bβ(xt)
,

and πβ using Algorithm 2 with the inputs (β, {Xt}t∈D)
11: end for
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The Algorithm

Algorithm Distributional Optimal Design for MNL bandits

1: Input Batch β and collection of arm sets {Xj}j
2: Create the sets {Fi({Xj}j , β)}Ki=1.
3: Compute the distributional optimal design policy πi for each of the sets

Fi({Xj}j , β).
4: Compute the distributional optimal design policy π0 for the set {Xj}j .

5: Return π = 1
K+1

K∑
i=0

πi

Fi({Xt}t∈D , β) =

{{
A(x, θ̂β)

1
2√

Bβ(x)
e i ⊗ x : x ∈ Xt

}
: t ∈ D

}
.
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Rarely Switching Contextual Bandit Algorithm:
RS-MNL
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Algorithm

Algorithm RS-MNL

1: Input ρ,S,T and initialize the parameters λ, γ, τ .
2: for t = 1, . . . ,T do
3: Observe arm set Xt
4: if det(Ht) > 2 det(Hτ ) then
5: Set τ = t
6: Update θ̂τ ← argmin

θ

∑
s∈[t−1]

`(θ, xs , ys).

7: Update Ht =
∑

s∈[t−1]

A(xs ,θ̂τ)
Bτ (xs)

⊗ xsx>
s + λIKd

8: end if
9: Select xt = argmax

x∈Xt

UCB(t, τ, x) and observe yt .

10: Update Ht+1 ← Ht +
A(xt ,θ̂τ )
Bτ (xt)

⊗ xtx>
t

11: end for
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Experimental Results
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Conclusion

Batched Algorithm for MNL Bandits: B-MNL-CB
I Achieves a κ−independent regret bound of Õ(K5/2d

√
T ).

I O(log logT ) policy updates.
Rarely-Switching algorithm for MNL Bandits: RS-MNL

I Achieves a κ−independent regret bound of Õ(K3/2d
√

T ).
I Õ(logT ) policy updates, which is an improvement over

[Sawarni et al., 2024]
I Improves the per-round time complexity compared to

[Sawarni et al., 2024] by re-introducing the UCB selection rule from
[Abbasi-Yadkori et al., 2011].
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Thank you
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Appendix
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Number of Switches in RS-MNL

det Ht(θ̂τm−1)

det Hτ0(θ)
=

det Hτm(θ̂τm−1)

det Hτm−1(θ̂τm−1)
× . . .× det Hτ1(θ̂τ0)

det Hτ0(θ)
≥ 2m

det Ht(θ̂τm−1) ≥ 2mdet (λIKd) = 2mλKd

det Ht(θ̂τm−1) ≤

(
trace Ht(θ̂τm−1)

Kd

)Kd

≤
(
λ+

t
d

)Kd

Combining these facts shows that m ≈ Kd log(T ).
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Elliptical Potential Lemma

Let {xs}ts=1 represent a set of vectors in Rd and let ||xs ||2 ≤ L. Let

V s = λId×d +
s−1∑
m=1

xmx>
m . Then, for λ ≥ 1

t∑
s=1
||xs ||2V−1

s
≤ 2d log

(
1 +

tL2

λd

)
≤ 4d log(tL2)
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